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Overview 
 
The Storage Made Easy™ (SME) File Fabric™ is a scale out solution for data governance, file 
access and collaboration.  The File Fabric can be be deployed in a number of environments, 
both on-premises and in the cloud.  This guide is designed to assist users with the proper sizing 
of servers to run the SME File Fabric. 
 

File Fabric Components 
The File Fabric can be logically divided into 2 layers of services.  
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File Fabric Service Layer 
The Service Layer provides client/frontend access services for end users to the following File 
Fabric features: 

● File Fabric API 
● File Fabric Web Interface 
● File Fabric Mobile Clients (iOS, Android, Blackberry, Windows Phone) 
● File Fabric Desktop Client (Cloud Edit, Mac, Linux & Windows, Mail & Office Plugins) 
● CloudFTP (FTP, FTP w/TLS, SFTP, FTPS) 
● CloudDav (WebDav) 
● CloudS3 (S3 API) 

 
The Service Layer supports over 60 backend storage providers. The service layer is stateless. It 
can be scaled out as necessary for high availability purposes or to increase throughput and 
concurrency. 
 

File Fabric Metadata Layer 
The Metadata Layer is composed of stateful data services that record and map access to user 
data.  These services include the following: 

● MySQL Compatible Database 
● Memcache 
● Apache Solr (optional for deep search) 

 
Metadata Layer Services can also be scaled out where appropriate for the purpose of high 
availability or to increase throughput and concurrency. 
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File Fabric Resource Requirements 
File Fabric components can be collocated for small installations or POCs as detailed in the 
examples below.  If all components are installed in the same VM instance sum the calculated 
CPU, RAM and disk requirements to arrive at the proper single VM settings. 
 

File Fabric Service Layer Requirements: 

CPU 
File Fabric Services should be given a minimum of 4 vCPUs.  These benefit from modern CPU 
extensions including AES-NI and AVX.  File Fabric Services are deployed as virtual machines 
(VMs). It is important to configure the hypervisor to pass hardware extensions to the VM. 
Adding additional vCPUs as “cores” is beneficial when compared to adding “sockets”, as NEMU 
generally divides RAM handling across sockets. 
 
Users can scale-up or scale-out either by adding CPUs to a single VM image or by deploying 
additional VMs, each with a minimum of 4 CPUs.  The maximum vCPUs tested per VM is 16. 
Adding more than 16 vCPUs (to a VM) does not generate the same scaling benefit as adding 
additional VM instances.  Likewise, 2 8vCPU VMs will provide slightly better performance than a 
single 16vCPU VM. 
 

Idle Clients 
The number of CPUs required per environment is determined by: 

● The total number of connected clients  
● The number of simultaneous data transfers  

Each connected client, even when idle, will periodically access the File Fabric via API to refresh 
token and check data listings.  Each Service VM can accommodate up to 5,000 connections.  
 
On average for every 10 idle clients, one connection is open allowing a single service VM to 
handle the requests of 50,000 idle users.  The vast majority of clients at any time are idle, as 
normal office workers average 2-4 open/save/update requests per hour. 
 

Active File Transfers 
An active file transfer is defined as data being sent to/from a backend storage system via the 
File Fabric Service Layer.  This includes most storage access.  However, some storage systems 
are able to work with the File Fabric via direct upload/download API access.  This direct API 
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access must be enabled by the system administrator.  Direct storage access does not add CPU 
requirements to the File Fabric Service Layer. 
 
One active file transfer can be managed per CPU when using TLS for in-flight encryption.  An 
additional CPU is utilized if the File Fabric is encrypting data at the application level for 
“data-at-rest” encryption.  Enhanced APIs such as SSE, SSE-C, and other “data-at-rest” 
encryption schemes which are managed by a backend storage provider do not utilize additional 
resources. 
 
To calculate number of needed CPUs, first determine the number of user requests per hour. 
Office users average access 2-4 documents per hour.  Next, determine the average file size 
used by an office user - this is generally in the 1-4MB range.  Lastly, use the following formula to 
calculate number of CPUs required for active file transfers based on requests per second. 
 

   
 

Assuming adequate bandwidth to storage, files 4MB and below can be transferred in one 
second.  If the average request is larger than 4MB, use the formula below to reflect the 
additional load. 
 
 
 

 
If just TLS encryption is used to protect data in-flight and the average file size is 4MB or below, 
total CPU required to handle Active File Transfers is equal to the “requests per second.”  When 
average file size is above 4MB, total CPUs is equal to the “request load.”  Round up any 
fractional CPU. 
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If both TLS and data at rest encryption are used to protect data, the File Fabric encrypts data 
before it is stored. When the average file size is 4MB or below, the total CPU resource required 
to handle active file transfers is equal to double the “requests per second”. When the average 
file size is above 4MB, total CPU resources are double the “request load.”  Round up any 
fractional CPU. 
 

Web Client & Protocol Gateway Access 
Browsing the File Fabric via a web browser, FTP, SFTP, FTPS, WebDav or S3 adds additional 
CPU requirements to the File Fabric Service Layer.  This is not the case when using desktop 
clients.  
 
The additional CPU resource requirement is equal to the number of “requests per second” in the 
Active File Transfers section. 
 

RAM 
RAM requirements vary based on the number of CPUs assigned to each File Fabric Service 
VM.  See table below: 
 

vCPUS Minimum RAM Recommended RAM 

4 4GB 6GB 

8 6GB 8GB 

12 8GB 10GB 

16 8GB 12GB 
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Disk 
By default, the File Fabric Service Layer VM deploys into two 36GB disks  Thin deployment can 
be provisioned if desired.  The first 36GB disk is used for OS and File Fabric code, while the 
second disk is used optionally for scratch space operations.  Scratch space operations occur 
with the use of some legacy protocols such as CloudFTP and when data chunking is enabled. 
Data chunking is required when large files are used that exceed the limit of the backend storage 
medium.  This is the case with object storage systems that do not support MPU or other API 
native chunking operations.  When chunking is required, minimum scratch space should be 
provisioned at 5 times the maximum expected file size. 
 
Example: Scratch space is required and the maximum expected file size is 10GB. The File 
Fabric Service Layer VM should be deployed with one 36GB drive and one 50GB or larger drive 
for scratch space.  The drives for scratch storage should be high performance. Using slow 
speed drive will reduce the throughput of data transfers when scratch storage is required. 
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Sample Scenarios 

100 User Office Staff accessing using the File Fabric Web GUI 
Scenario: 

● 100-user office 
● Access to the File Fabric via the Web GUI only 
● Average file size is 2MB, 
● Users access 4 files per hour. 

 
 
Since there are less than 50,000 users, idle clients are not relevant. 
 
Active file transfers are 400 requests per hour, which is less than 1 per second.  As such, only 1 
CPU is required for active file transfers. 
 
Web Client access is used exclusively by these users, thus 1 CPU is required for web GUI. 
 
In this scenario, the minimum requirement of 4 CPUs and 4GB RAM is all that is required. The 
metadata layer, database and memcache services could also run in the same VM, but 
additional RAM and CPU are required. 

 

1,000 User Office Staff accessing using File Fabric Windows/Mac Clients 
Scenario: 

● 1000-user office 
● Access to the File Fabric is via desktop clients 
● Average file size is 4MB 
● Users access 4 files per hour. 

 
 
Since there are less than 50,000 users, idle clients are not relevant.. 
 
Active file transfers are 4,000 requests per hour, which is just over 1 per second.  As such, 2 
CPUs are required for active file transfers. 
 
Web Client and protocol gateways are not actively used. 
 
The minimum 4 CPUs and 4GB RAM is all that is required. The metadata layer, database and 
memcache services could also run in the same VM, but additional RAM and CPU are required. 
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5,000 User Office Staff using varied File Fabric clients (ie. web, Mac, Windows, mobile) 
Scenario: 

● 5000-user office 
● Access to the  File Fabric is via desktop clients 
● Average file size is 4MB 
● Users access 4 files per hour. 

 
 
Since there are less than 50,000 users, idle clients are not relevant.. 
 
Active file transfers are 20,000 requests per hour, which is over 5.5 per second.  As such, 6 
CPUs are required for active file transfers. 
 
This scenario assumes 100% of the users use various clients,web, desktop and protocol 
gateways. It requires an incremental 6 CPUs. 
 
When deployed onto a single VM, 12 CPUs and 10GB RAM are needed for this scenario. A 
configuration with 2 VMs is preferable because it can support high availability.  
 
For a 2 VM configuration, each VM needs 6 CPUs and 6GB RAM. However, should one VM go 
down, the remaining VM would be would be sluggish and couldn’t handle the same load as two 
servers in the same fashion.  Therefore, the recommendation is that each VM is provisioned 
closer to the requirements of the single VM. 
 
For this scenario, the database and memcache services should be deployed onto a separate 
VM instance. 
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100,000 User MSP service with larger files using varied File Fabric clients 
Scenario: 

● 100,000-user office 
● Access to the File Fabric is via clients - assume 50% via desktop client and 50% via 

legacy protocols and the web GUI 
● Average file size is 64MB, larger than supported in email 
● User access is 1 file per hour 

 
With 100,000 users, the recommended is to deploy at least 3 VMs to manage Idle connections. 
 
Active File Transfers is 100,000 requests per hour, which is 27.75 per second.  Because the 
average file size is 64MB, the request load must be calculated.  
Request load = 27.75 * ((32 + 64) / 32) = 83.3 
CPUs required would be 84. 
 
Web Client and protocol gateways are used by 50% of clients.  This would add an additional 42 
CPUs. 
 
This deployment requires a full scaleout solution.  The outgoing bandwidth on this system to 
presumably the Internet is greater than 10Gb.  A service provider such as this would most likely 
serve data from an Onprem object storage system that is replicating data between endpoints or 
via a MetroWan.  Let’s assume that they will be servicing clients from 2 sites each with a 10Gb 
link to the Internet and dark fiber connecting the sites and the storage they provide. 
 
A total of 126 CPUs should be allocated.  Each of the two sites would deploy 4 16vCPU File 
Fabric Service VMs with 12GB of RAM to meet the requirement.  It would be advisable in this 
deployment to add an additional 2 VMs per location to meet increased needs - in case one of 
the locations suffers an outage.  The need to fully double the deployment is not needed as the 
Internet pipe at each location would prevent a single site from being capable of handling the full 
load.  
 
Additionally, each VM should be allocated a scratch drive large enough to handle the largest 
uploads the MSP would permit from an end user. 
 
The Metadata Layer for this environment should also be setup to handle a complete site failure 
as per recommendations in the next section. 
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500 User Media client via desktop clients and FTP 
In this example, a 500 User Media shop will be accessing File Fabric via desktop clients, FTP 
protocol and the web GUI.  Users pull larger media files in the multi-GB range from nearline 
storage to hot storage once or twice per day.  The following averages will be used: File size 
4GB, accessed twice per day during a 12 hour period. 
 
Since there are less than 50,000 users, Idle Clients can be neglected. 
 
Active File Transfers is 1,000 requests per day during a 12 hour period which is far less than 1 
per second.  However, using multi-stream downloads, a single request can be split into multiple 
simultaneous downloads.  Because of this feature, we will assume that each request will be 
broken into 8 threads, each consuming a CPU during the transfer.  Using the math used from 
previous calculations shows that 4 CPUs would be needed, but this is incorrect as 4 CPUs 
would not be able to handle the multi-stream download.  For this reason, in environments that 
use very large files exclusively, it is advisable to consult SME architects for proper guidance. 
 
The recommendation in this situation would be to deploy 2 VMs each with 12 CPUs and 12 GB 
of RAM.  This will allow 2 users to simultaneously download larger files while not affecting Web 
GUI and other services. 
 
The Metadata Layer for this environment should be a separate VM. 

File Fabric Metadata Resource Requirements 
The metadata layer of the Storage Made Easy File Fabric holds stateful data.  Data is stored in 
3 services: memcache, MySQL compatible database and optionally Apache Solr. 
 

Memcache 
The memcache service uses minimal resources. It can be collocated with the MySQL database 
if run on-premises or deployed in a cloud based service. An example of a cloud based 
memcache service is Amazon Elasticache.  Because the memcache service is heavily utilized 
by the File Fabric Service Layer, the two services should be deployed as close as possible to 
minimize latency. 
 

MySQL compatible database 
Storage Made Easy File Fabric ships with MariaDB 5.5.  However, any compatible MySQL 
service should be capable of providing metadata services.  For tested solutions from Percona, 
MariaDB, MySQL, Amazon and Google, please contact a File Fabric architect.  
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The purpose of this section is to advise on resource requirements of MySQL deployments. 
 

Minimum requirements 
The minimum requirement for MySQL deployment is 2 CPU, 4GB RAM and 16GB for database 
storage.  MySQL can benefit from additional memory and CPU depending on the size of the 
database.  Additionally, SSD or fast hybrid storage is recommended for database files. 
 

Calculating Database size 
Each file indexed by the File Fabric uses around 600 bytes in a MySQL database, including 
indexes.  This means that for every million files, 600MB will be utilized by the database for 
storage.  This storage should be capable of high IOPS and thus backed by SSD or a Hybrid 
SSD based storage. 
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Recommended Sizing 
The table below depicts an outline detailing various deployments.  It is important to 
overprovision the database disk as growing a database partition involves downtime.  Filling a 
database partition can result in corruption, downtime, and lengthy repair operations. 
 
The database partition requires free space to avoid fragmentation and to allow for repair 
operations. 
 

# of Files Database Size CPUs RAM Disk  Partition 
Size 

Up to 5 Million 3GB 2 4GB 16GB 

50 Million 30GB 4 8GB 60GB 

100 Million 60GB 4 16GB 120GB 

250 Million 150GB 8 32GB 300GB 

500 Million 300GB 8 64GB 600GB 

1 Billion 600GB 8 128GB 1.2TB 

 
*Above 1 Billion records, increases to CPU and RAM have little additional benefit.   Disk should 
be allocated to ensure ample room for growth.  Maximum database benefit is derived from use 
of SSD/high IOPS storage. 
 

Cloud based Databases 
Many hosted cloud services such as Amazon provide cloud based MySQL compatible services. 
If the File Fabric Service Instances are also running in a hosted cloud, this can be a good 
solution.  Consult with a Storage Made Easy architect for approved cloud based options. 
Keeping latency low between metadata services and File Fabric Services is always a top 
priority. 
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Apache Solr - Optional 
Apache Solr is an optional component used for deep content search.  Deep search can be 
activated on individual storage providers.  Deep search should always be deployed on a 
separate VM instance.  Also, Deep search should always be deployed on SSD based storage. 
 
Sizing for deep search depends on the number of user files that will be indexed and the total 
size of those files which qualify for indexing. 
 
Solr index is generally half the size of total Indexed files, but 50% additional space should be 
provisioned to ensure further growth does not fill volume. 
 

# of Index Files Total Size of 
Index Files 

CPU RAM Disk 

1 Million 1TB 4 8GB 750GB 

10 Million 10TB 8 16GB 7.5TB 

50 Million 50TB 8 32GB 40TB 

 
 

Testing / Running Proof of Concept (POC) 
During most Proof of Concept (POC) implementations, it is best to run all services on a single 
appliance for simple deployment and testing.  When moving to production, a Storage Made 
Easy architect will aid in design and deployment.  Most POCs are able to be fully tested with the 
following resources: 
 
CPU: 4 
RAM: 8GB 
Disk: 2 - 36GB volumes, thin provisioned on SSD 

James Liddle
14


